








”Men are rapists” is an example of a statement that we’d consider an attack 
under our status quo hate speech policy. The statement ”Men are raping 
women all across America”, however, is trickier. Is this statement comparing 
men to rapists or commenting on a social issue/real instances of crime? 

Goals of internal and external working groups:
• Provide clarity on how we should treat statements about the behaviors 

attributed to a group that shares protected characteristics. Our content 
review teams have flagged this issue as a source of confusion and 
questions. 

• Consider when statements about a PC’s behavior should be taken to 
refer to a subset of the PC. For context, when we say a “subset,” what 
we mean is specific members or groups within a PC (e.g. female 
drives, gay teachers). 

• Consider the role that language and translations play in interpretation 
of these statements. In some languages, the distinction between 
“women lie” and “women are liars” may not make sense. May be 
particularly true in parts of Asia and Africa. 



What we’ve found is that most statements about behavior tend to fall within 
Tier 1 or Tier 2 of our hate speech policies. And right now, Tier 1 and Tier 2 
hate speech cover:

Tier 1 attacks: violent and dehumanizing speech
• Calls or support for death/disease/ harm
• Dehumanizing comparisons (animals; filth; violent/sexual criminals; etc.)
• Mocking hate crimes or victims

Tier 2 attacks: statements of inferiority and contempt/discuss
• Physical inferiority (deformed; hideous; etc.)
• Mental inferiority (stupid; retarded; etc.)
• Moral inferiority (greedy; slutty; etc.)
• Contempt (“I hate”; “I don’t like”; etc.)
• Disgust (vile; disgusting; etc.)



What we’re proposing here is that we look more closely at content that 
describes behaviors 

On the left is a piece of content that was left up as something that didn’t go 
against our hate speech policies. Content involves:
• Reference to a caste from India
• Falls short of calling all members of the caste ”murderers” and 

“rapists,” but says that the caste commit genocide and rape against 
their own members. 

• Our content review team escalated this to us, and we left it up on 
grounds that it comments on a historical atrocity, which is the kind of 
speech we want to give voice to. 

On the right is an example of something that went against our hate speech 
policies and was removed. It’s a reshare that depicts the cover of a right-
leaning Polish magazine, with a caption that says: “Muslims are raping 
European women across Europe.” The caption doesn’t explicitly call Muslims 
“rapists,” but the full text of the quote, the image with which it is associated, 
and the fact that the user had posted similar content, suggested that the attack 
was an implicit one and violated the spirit of our hate speech policies. 

We want to explore examples like this to understand whether we can write a 



policy that gets at implicit statements about behavior.



In moving forward, we will need to consider specific aspects of messaging 
since things like the message and messenger impact the effect of the content.  

For example, research and empirical evidence tells us that in the case of: 
The Message:
• Targeted statements may be perceived as bullying or harassment 

and feel more personal than generalizations. 
• Statements that focus on certain behaviors of people who share 

protected characteristics are more perceived as more severe in 
nature. 

The Messenger: 
• The emotional impact differs in countries and settings where the 

risk of offline harm is higher for specific groups. 

The Mechanism: 
• Different types of content have different emotional salience and 

impact in different countries. Memes, images, text, and video with 
similar content vary in impact (and potential harm) depending on 
the country and mode of delivery. 

Audience/Local Receptivity:



• Regional and cultural differences will matter, as will language and 
translations. 

• Reporting of this type of content is much higher in the U.S. than different 
countries in Asia. 













Here are a few examples of content that we evaluated for newsworthiness:

• On the left, you have Janusz Korwin-Mikke, a Polish politician and 

founder of the Congress of the New Right party and the Liberty party, 

who voiced his perspective on the subject of homosexuality and 

homosexuals. The comment does not directly target any one person, 

but it goes against Tier 2 of our hate speech policies. In making a 

decision to leave this content up per our newsworthy guidelines, we 

accounted for the fact that the subject matter is one that is part of the 

political discourse, Janusz Korwin-Mikke’s statement was a small part 

of a longer video posted in protest of a pride parade. 

• On the right is another example of content posted by Janusz Korwin-

Mikke, but in this case we removed the content on grounds that the risk 

of harm outweighed the public interest value. In this case, we were 

dealing with a Tier 1 hate speech violation (an attack on the basis of 

gender) that targeted a specific individual and called her out by name. 

Moreover, there was no evidence of counterspeech posted in response 

to the content.



Discussion
Comment: I know that we incorporate product policy research into our policy 
development process, and I’m wondering if the research team would be able to 
track newsworthy allowances that we make so that we can understand what the 
reaction is. In other words, are people piling on to newsworthy speech, do we 
actually see counterspeech, what is the effect in comments, etc. 

Research team: We’ve done some related work in that vein already. 
Specifically, we’ve looked at the impact of takedowns of hateful speech and 
whether that changes people’s interactions online. What you’ve suggested here 
is definitely something that we can do and will ensure is part of the process.

Comment: As you set up working groups, it may make sense to look at our 
own news Page guidelines, which are public, and read through the guidelines 
that our third-party fact checkers give to individual fact-checkers involved in 
the process. 





• It’s important to note that there are different laws pertaining to sale and 
use of marijuana around. This is something we’ll account for in coming 
up with policy proposals. 

• Relatedly, perspectives from across the globe will be critical in the 
working group phase since different regions around the world don’t 
permit sale of marijuana. 

• In light of this, we wouldn’t consider an option that would allow for 
sale of marijuana in organic content in full. Rather, we want to revisit 
our policies and enforcement to make sure we are correctly enforcing 
against attempts to sell or buy marijuana while still leaving room for 
discussion and businesses who want to have a presence on Facebook 
and don’t violate our policies.



• We do allow for organic sales of CBD and hemp.
• Our current policy strictly prohibits the solicitation or sale of marijuana



• The top two examples on the left are of CBD/Hemp oil, which is allowed 
on the platform.

• The other examples are of dispensaries that have had their content 
removed. 









Hemp and marijuana are both derived from the cannabis sativa plant, the 
difference being that hemp doesn’t have psychoactive properties. 

Hemp contains high CBD content, which counteracts the effects of THC. The 
FDA Commissioner stated it is unlawful under the Food, Drug & Cosmetic 
Act to market CBD products as dietary supplements regardless of whether the 
substances are hemp-derived. This is because they are active ingredients in 
FDA-approved drugs. The three products Generally Recognized as Safe are 
foods from parts of the hemp plant that do not contain CBD or THC.



• Neither the sale of hemp nor CBD violates our Community Standards.
• Our Ads/Commerce Policies permits ads/sales of non-ingestible hemp 

products, so long as they do not contain CBD or promote psychoactive 
effects.

• We do not allow ads for ingestible hemp products or CBD.
• Ads review consists of proactively reviewing the ad, the Facebook 

landing page and the off-platform landing page.
• The current non-ingestible/ingestible distinction is a clear line that can 

be easily enforced.
• CBD is a considered a controlled substance in many countries, 

including the US.
• If we allow ads for ingestible hemp products without CBD, it’s very 

likely that actors – knowingly or unknowingly – will omit the fact that 
the product contains CBD.






