
CONNECTING	
  THE	
  WORLD	
  WITH	
  BETTER	
  MAPS:	
  DATA-­‐ASSISTED	
  POPULATION	
  DISTRIBUTION	
  
MAPPING	
  
	
  
Facebook’s	
  Connectivity	
  Lab	
  was	
  founded	
  in	
  2014	
  to	
  improve	
  and	
  extend	
  internet	
  access	
  to	
  the	
  
world.	
  	
  To	
  fulfill	
  this	
  mission,	
  and	
  connect	
  the	
  4.2	
  billion	
  people	
  who	
  remain	
  offline,	
  we	
  have	
  to	
  
have	
  an	
  accurate	
  understanding	
  of	
  their	
  global	
  geographical	
  dispersion.	
  	
  Particularly,	
  accurate	
  
population	
  distribution	
  maps	
  are	
  essential	
  for	
  the	
  development	
  of	
  wireless	
  communication	
  
technologies	
  optimized	
  for	
  people	
  living	
  in	
  rural	
  and	
  developing	
  areas.	
  	
  Current	
  population	
  
maps	
  provide	
  significant	
  value,	
  but	
  many	
  are	
  incomplete	
  and	
  imprecise,	
  especially	
  for	
  the	
  rural	
  
and	
  developing	
  areas	
  most	
  in	
  need	
  of	
  better	
  connectivity	
  infrastructure.	
  	
  	
  
	
  

	
  
	
  
	
  
	
  
	
  
	
  
	
  
To	
  create	
  a	
  data	
  set	
  with	
  a	
  resolution	
  high	
  enough	
  to	
  allow	
  for	
  accurate	
  capacity	
  planning,	
  the	
  
Connectivity	
  Lab	
  at	
  Facebook	
  initiated	
  an	
  interdisciplinary	
  project	
  together	
  with	
  the	
  Facebook	
  
Core	
  Data	
  Science,	
  Infrastructure,	
  and	
  Artificial	
  Intelligence	
  (FAIR)	
  teams	
  to	
  gain	
  a	
  deeper	
  
understanding	
  of	
  the	
  distribution	
  of	
  population	
  from	
  high-­‐resolution	
  satellite	
  imagery.	
  To	
  
begin,	
  we	
  analyzed	
  third-­‐party	
  satellite	
  images	
  from	
  20	
  countries,	
  many	
  with	
  large	
  unconnected	
  

Figure	
  1A:	
  Existing	
  Population	
  Distribution	
  
(Gridded	
  Population	
  of	
  the	
  World	
  Dataset	
  
(GPW)	
  of	
  a	
  coastal	
  region	
  in	
  Kenya.	
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populations	
  in	
  rural	
  areas.1	
  The	
  resulting	
  dataset	
  provides	
  the	
  most	
  accurate	
  estimates	
  of	
  
population	
  distribution	
  and	
  settlements	
  available	
  to	
  date	
  for	
  those	
  countries.	
  	
  
	
  
	
  
	
  
	
  
	
  

	
  
	
  
	
  

	
  
	
  
	
  
	
  
	
  

	
  
These	
  improved	
  estimates	
  of	
  population	
  distribution	
  can	
  also	
  aid	
  rapid	
  response	
  times	
  during	
  
emergencies	
  and	
  other	
  disasters,	
  inform	
  our	
  understanding	
  of	
  the	
  ecological	
  impact	
  of	
  growth	
  
and	
  help	
  policymakers	
  and	
  NGOs	
  prioritize	
  development	
  initiatives.	
  	
  And	
  because	
  this	
  novel	
  
dataset	
  can	
  provide	
  value	
  to	
  policymakers	
  and	
  scientists,	
  Facebook	
  is	
  partnering	
  with	
  Columbia	
  
University	
  to	
  validate	
  the	
  estimates	
  and	
  then	
  open	
  source	
  them	
  later	
  this	
  year.	
  	
  
	
  

	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
1	
  The	
  third-­‐party	
  satellite	
  images	
  we	
  used	
  showed	
  structures	
  and	
  geography,	
  not	
  people.	
  Our	
  research	
  was	
  closely	
  monitored	
  by	
  
Facebook’s	
  privacy	
  and	
  research	
  review	
  groups.	
  	
  

Figure	
  1B:	
  New	
  FB	
  estimates	
  of	
  population	
  
distribution	
  based	
  on	
  processing	
  of	
  third	
  
party	
  satellite	
  images,	
  of	
  the	
  same	
  region	
  
shown	
  in	
  figure	
  1A.	
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Population	
  Distribution	
  Informs	
  Connectivity	
  Solutions	
  
There	
  are	
  three	
  ways	
  in	
  which	
  accurate	
  knowledge	
  of	
  population	
  distribution	
  informs	
  the	
  
wireless	
  communication	
  technologies	
  we	
  develop	
  and	
  deploy.2	
  
	
  
First,	
  different	
  technologies	
  are	
  required	
  to	
  connect	
  the	
  small,	
  dense	
  settlements	
  depicted	
  in	
  
Figure	
  2A	
  below,	
  compared	
  to	
  the	
  spare,	
  scattered	
  population	
  shown	
  in	
  Figure	
  2B.	
  For	
  the	
  
former,	
  a	
  short-­‐range	
  wireless	
  hotspot	
  in	
  the	
  village	
  center	
  could	
  effectively	
  connect	
  people	
  to	
  
the	
  internet,	
  while,	
  in	
  the	
  latter,	
  a	
  long-­‐range	
  cellular	
  technology	
  would	
  be	
  better.	
  	
  
	
  
	
  

	
  
Second,	
  wireless	
  networks	
  rely	
  on	
  the	
  propagation	
  of	
  microwaves,	
  which	
  can	
  be	
  affected	
  by	
  
terrain.	
  By	
  combining	
  population	
  information	
  with	
  high-­‐resolution	
  terrain	
  data3,	
  we	
  can	
  design	
  
highly	
  accurate	
  and	
  efficient	
  wireless	
  networks.	
  In	
  particular,	
  communication	
  signals	
  can	
  be	
  
concentrated	
  at	
  settlements,	
  and	
  planning	
  for	
  backhaul	
  networks	
  can	
  be	
  automated.	
  
	
  
Third,	
  to	
  sustain	
  the	
  technologies	
  used	
  to	
  provide	
  connectivity	
  from	
  the	
  air	
  and	
  space	
  (e.g.,	
  
unmanned	
  aerial	
  vehicles	
  (UAVs)	
  and	
  satellites),	
  the	
  connections	
  between	
  the	
  air	
  and	
  the	
  
ground	
  (also	
  known	
  as	
  air-­‐to-­‐ground	
  links)	
  must	
  be	
  evaluated.	
  For	
  example,	
  UAVs	
  could	
  provide	
  
“point	
  to	
  multipoint”	
  connectivity	
  in	
  an	
  area	
  with	
  scattered	
  settlements.	
  In	
  contrast,	
  locations	
  
where	
  settlements	
  are	
  naturally	
  aggregated,	
  such	
  as	
  near	
  rivers	
  or	
  in	
  valleys,	
  might	
  require	
  a	
  
single	
  high	
  data-­‐rate	
  communication	
  link.	
  

	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
2	
  See	
  also,	
  “Connecting	
  the	
  World	
  from	
  the	
  Sky,”	
  Facebook,	
  http://fbnewsroomus.files.wordpress.com/2014/03/connecting-­‐the-­‐world-­‐from-­‐
the-­‐sky1.pdf,	
  (March	
  28	
  2014)	
  
3	
  High	
  resolution	
  terrain	
  data	
  is	
  publicly	
  available	
  from	
  http://srtm.usgs.gov/	
  

Figure	
  2A:	
  Dense	
  settlement	
  where	
  a	
  short-­‐range	
  wireless	
  
hotspot	
  would	
  be	
  efficient.	
  Imagery:	
  DigitalGlobe	
  

Figure	
  2B:	
  Sparse,	
  scattered	
  settlement	
  that	
  would	
  benefit	
  
from	
  long-­‐range	
  cellular	
  technology.	
  Imagery:	
  DigitalGlobe	
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Data	
  
We	
  teamed	
  up	
  with	
  DigitalGlobe’s	
  Geospatial	
  Big	
  Data	
  initiative	
  to	
  analyze	
  high-­‐resolution	
  
(50cm	
  per	
  pixel)	
  satellite	
  imagery	
  for	
  the	
  following	
  20	
  countries:	
  Algeria,	
  Burkina	
  Faso,	
  
Cameroon,	
  Egypt,	
  Ethiopia,	
  Ghana,	
  India,	
  Ivory	
  Coast,	
  Kenya,	
  Madagascar,	
  Mexico,	
  
Mozambique,	
  Nigeria,	
  South	
  Africa,	
  Sri	
  Lanka,	
  Tanzania,	
  Turkey,	
  Uganda,	
  Ukraine,	
  and	
  
Uzbekistan.	
  
	
  
This	
  dataset	
  combines	
  information	
  collected	
  from	
  DigitalGlobe’s	
  satellites,	
  mostly	
  from	
  the	
  past	
  
five	
  years.	
  It	
  consists	
  of	
  RGB	
  images	
  of	
  the	
  visible	
  part	
  of	
  the	
  spectrum,	
  which	
  are	
  color-­‐
balanced	
  and	
  composited	
  to	
  be	
  as	
  cloud-­‐free	
  as	
  possible.	
  The	
  data	
  covers	
  over	
  97%	
  of	
  the	
  
landmass	
  in	
  the	
  countries	
  included	
  in	
  the	
  analysis.	
  For	
  perpetually	
  cloud-­‐covered	
  regions,	
  we	
  
added	
  third	
  party	
  population	
  data	
  from	
  Galantis	
  Inc.	
  and	
  Visicom	
  to	
  create	
  a	
  comprehensive	
  
dataset.	
  

Data	
  Processing	
  and	
  Methodology	
  
In	
  order	
  to	
  identify	
  populated	
  areas,	
  we	
  first	
  performed	
  image	
  processing	
  techniques	
  to	
  
preselect	
  30mx30m	
  regions	
  (referred	
  to	
  as	
  “candidate	
  areas”).	
  This	
  process	
  allowed	
  us	
  to	
  
exclude	
  areas	
  that	
  unambiguously	
  did	
  not	
  contain	
  any	
  man-­‐made	
  structures,	
  such	
  as	
  large	
  
bodies	
  of	
  water	
  and	
  deserts.	
  	
  
	
  
Next,	
  we	
  analyzed	
  candidate	
  areas	
  using	
  Facebook’s	
  image	
  recognition	
  engine	
  and	
  a	
  tailored	
  
convolutional	
  neural	
  network	
  in	
  order	
  to	
  extract	
  image	
  features.	
  Humans	
  labeled	
  a	
  small	
  
fraction	
  of	
  these	
  candidate	
  areas	
  in	
  order	
  to	
  train	
  various	
  classifiers	
  that	
  were	
  optimized	
  for	
  
different	
  geographical	
  regions.	
  These	
  trained	
  models	
  were	
  subsequently	
  used	
  to	
  classify	
  the	
  
complete	
  landmass	
  of	
  the	
  countries	
  listed	
  above.	
  We	
  used	
  this	
  model	
  to	
  recognize	
  man-­‐made	
  
structures	
  in	
  satellite	
  images.	
  
	
  	
  
We	
  tested	
  the	
  accuracy	
  of	
  our	
  models	
  using	
  a	
  pre-­‐labeled	
  test	
  dataset	
  based	
  on	
  multiple	
  
countries.	
  	
  Both	
  precision	
  and	
  recall	
  are	
  well	
  above	
  90%.	
  Since	
  the	
  dataset	
  is	
  highly	
  imbalanced,	
  
with	
  typically	
  ~98%	
  of	
  the	
  candidate	
  areas	
  not	
  being	
  houses,	
  this	
  corresponds	
  to	
  an	
  accuracy	
  of	
  
~99.8%.4	
  	
  
	
  
So	
  far,	
  we	
  have	
  described	
  our	
  approach	
  for	
  classifying	
  settlements.	
  Moving	
  from	
  settlement	
  
classification	
  to	
  population	
  distribution	
  and	
  density	
  estimates	
  required	
  an	
  additional	
  step.	
  To	
  
estimate	
  population	
  distribution	
  from	
  the	
  information	
  on	
  settlement	
  location	
  and	
  size,	
  we	
  
combined	
  our	
  results	
  with	
  the	
  Gridded	
  Population	
  of	
  the	
  World	
  (GPWv4)	
  dataset	
  provided	
  by	
  
Columbia	
  University.	
  This	
  dataset	
  allowed	
  us	
  to	
  obtain	
  local	
  population	
  numbers	
  based	
  on	
  
census	
  data.	
  The	
  effective	
  resolution	
  of	
  this	
  dataset	
  was	
  determined	
  by	
  the	
  sizes	
  of	
  the	
  
corresponding	
  census	
  areas,	
  which	
  varied	
  from	
  a	
  few	
  square	
  kilometers	
  in	
  urban	
  areas	
  to	
  tens	
  
of	
  thousands	
  of	
  square	
  kilometers	
  in	
  the	
  rural	
  areas	
  of	
  interest.	
  	
  For	
  each	
  census	
  area	
  in	
  this	
  

	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
4	
  Imbalance	
  in	
  the	
  data	
  creates	
  methodological	
  challenges.	
  For	
  example,	
  in	
  highly	
  populated	
  areas	
  in	
  India,	
  precision	
  and	
  recall	
  are	
  higher	
  than	
  
in	
  sparsely	
  populated	
  parts	
  of	
  Central	
  Africa,	
  where	
  detecting	
  a	
  living	
  structure	
  in	
  a	
  densely	
  forested	
  area	
  becomes	
  detection	
  of	
  an	
  anomaly.	
  	
  
One	
  solution	
  is	
  to	
  use	
  locally	
  trained	
  models.	
  	
  However,	
  this	
  process	
  is	
  time	
  consuming	
  and	
  hard	
  to	
  scale.	
  	
  



dataset,	
  we	
  determined	
  the	
  total	
  area	
  containing	
  living	
  structures	
  and	
  redistributed	
  the	
  
population	
  as	
  obtained	
  from	
  the	
  census	
  data	
  evenly	
  over	
  the	
  actually	
  occupied	
  area.	
  Doing	
  so	
  
on	
  a	
  census-­‐area-­‐by-­‐census-­‐area	
  basis	
  allowed	
  us	
  to	
  minimize	
  systematic	
  errors	
  (e.g.,	
  if	
  our	
  
method	
  did	
  not	
  distinguish	
  between	
  small	
  houses	
  and	
  skyscrapers).	
  	
  
	
  
As	
  a	
  final	
  step,	
  we	
  performed	
  a	
  clustering	
  algorithm	
  to	
  identify	
  settlements	
  and	
  their	
  
corresponding	
  populations,	
  which	
  provided	
  aggregate-­‐level	
  statistics	
  of	
  the	
  population	
  
densities	
  and	
  distributions.	
  
	
  
In	
  total,	
  we	
  analyzed	
  21.6	
  million	
  km2	
  of	
  the	
  priority	
  countries.	
  For	
  this	
  we	
  processed	
  14.6	
  
billion	
  images	
  with	
  our	
  neural	
  network;	
  this	
  is	
  more	
  than	
  ten	
  times	
  as	
  much	
  as	
  all	
  the	
  images	
  
analyzed	
  by	
  Facebook	
  on	
  a	
  daily	
  basis.	
  
	
  
Implications	
  
The	
  results	
  of	
  the	
  analysis	
  described	
  here	
  are	
  settlement	
  and	
  population	
  maps	
  at	
  the	
  level	
  of	
  5	
  
meters	
  –	
  more	
  granular	
  than	
  any	
  dataset	
  currently	
  in	
  existence.	
  These	
  maps	
  now	
  help	
  guide	
  the	
  
efforts	
  of	
  the	
  Connectivity	
  Lab.	
  They	
  motivate	
  the	
  types	
  of	
  projects	
  we	
  prioritize,	
  and	
  how	
  we	
  
target	
  developments.	
  	
  	
  
	
  
However,	
  we	
  also	
  believe	
  that	
  they	
  may	
  be	
  helpful	
  to	
  private	
  and	
  public	
  sector	
  actors	
  outside	
  of	
  
Facebook.	
  	
  	
  
	
  
Access	
  to	
  Internet	
  is	
  critical	
  for	
  development	
  and	
  a	
  catalyst	
  for	
  social	
  and	
  economic	
  advances.5	
  	
  
We	
  believe	
  that	
  broader	
  access	
  to	
  detailed	
  population	
  data	
  will	
  allow	
  us	
  as	
  a	
  community	
  of	
  
researchers,	
  companies,	
  organizations,	
  and	
  governments	
  to	
  move	
  faster	
  toward	
  the	
  goal	
  of	
  
global	
  connectivity	
  so	
  that	
  everyone	
  can	
  realize	
  the	
  benefits	
  of	
  being	
  online.	
  	
  	
  
	
  
But	
  the	
  value	
  of	
  population	
  mapping	
  extends	
  beyond	
  the	
  development	
  and	
  deployment	
  of	
  
connectivity	
  infrastructure.	
  With	
  a	
  greater	
  understanding	
  of	
  how	
  populations	
  are	
  dispersed,	
  
governments	
  can	
  prioritize	
  investment	
  in	
  all	
  types	
  of	
  infrastructure,	
  from	
  transportation	
  to	
  
healthcare	
  to	
  education.	
  	
  	
  
	
  
Moreover,	
  in	
  the	
  aftermath	
  of	
  a	
  crisis,	
  population	
  maps	
  can	
  help	
  provide	
  situational	
  awareness	
  
to	
  response	
  teams.	
  	
  For	
  instance,	
  after	
  the	
  2013	
  tornado	
  in	
  Moore,	
  Oklahoma,	
  geospatial	
  
analysts	
  at	
  FEMA	
  immediately	
  started	
  to	
  produce	
  high	
  resolution	
  aerial	
  images	
  of	
  houses,	
  
which	
  were	
  leveraged	
  by	
  various	
  response	
  and	
  recovery	
  programs	
  at	
  all	
  levels	
  of	
  government.6	
  	
  
The	
  ability	
  to	
  overlay	
  maps	
  of	
  crises	
  with	
  maps	
  of	
  populations	
  enables	
  recovery	
  teams	
  to	
  assess	
  
likely	
  damage	
  and	
  target	
  responses.	
  	
  Additionally,	
  such	
  maps	
  can	
  serve	
  as	
  an	
  invaluable	
  
resource	
  in	
  the	
  early	
  stages	
  of	
  an	
  epidemic,	
  so	
  that	
  at-­‐risk	
  populations	
  can	
  be	
  identified	
  and	
  
evacuated.	
  

	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
5	
  See,	
  UN	
  Sustainable	
  Development	
  Goal	
  9(c):	
  “Significantly	
  increase	
  access	
  to	
  information	
  and	
  communications	
  technology	
  and	
  strive	
  to	
  
provide	
  universal	
  and	
  affordable	
  access	
  to	
  the	
  Internet	
  in	
  least	
  developed	
  countries	
  by	
  2020.”	
  
6	
  Christopher	
  Vaughan,	
  “The	
  Big	
  Picture:	
  The	
  role	
  of	
  mapping	
  in	
  assessing	
  disaster	
  damages,”	
  FEMA,	
  http://www.fema.gov/blog/2013-­‐
06-­‐07/big-­‐picture-­‐role-­‐mapping-­‐assessing-­‐disaster-­‐damages,	
  (June	
  11,	
  2013)	
  



	
  
To	
  improve	
  on	
  the	
  quality	
  of	
  our	
  maps	
  and	
  to	
  validate	
  our	
  methodology,	
  we	
  have	
  partnered	
  
with	
  the	
  Center	
  for	
  International	
  Earth	
  Science	
  Information	
  Network	
  at	
  Columbia	
  University.	
  	
  
Later	
  this	
  year,	
  we	
  will	
  open	
  source	
  our	
  detailed	
  population	
  distribution	
  estimates.	
  	
  	
  
	
  
Connecting	
  the	
  rest	
  of	
  the	
  world	
  is	
  an	
  extremely	
  challenging	
  problem	
  that	
  will	
  require	
  good	
  
data	
  and	
  rigorous	
  analysis.	
  But	
  progress	
  does	
  not	
  happen	
  in	
  a	
  vacuum.	
  Scientific	
  advancement	
  
occurs	
  most	
  quickly	
  when	
  large	
  and	
  diverse	
  groups	
  of	
  researchers	
  build	
  on	
  each	
  other’s	
  work.	
  
For	
  this	
  reason,	
  Facebook	
  has	
  a	
  culture	
  of	
  support	
  for	
  sharing	
  software	
  and	
  hardware.	
  We	
  
believe	
  that	
  this	
  open	
  collaboration	
  helps	
  accelerate	
  and	
  foster	
  innovation	
  and,	
  ultimately,	
  
helps	
  us	
  build	
  a	
  more	
  open	
  and	
  connected	
  world.	
  	
  In	
  open	
  sourcing	
  these	
  population	
  maps,	
  we	
  
hope	
  that	
  others	
  will	
  help	
  make	
  them	
  better	
  so	
  that	
  we	
  as	
  a	
  community	
  have	
  the	
  best	
  
information	
  possible	
  to	
  drive	
  the	
  decisions	
  we	
  all	
  make.	
  
	
  
	
  
	
  
	
  
	
  
	
  


